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Effective automation of the information retrieval task
has long been an active area of research, leading to
sophisticated retrieval models. With many IR schemes
available, researchers have begun to investigate the
benefits of combining the results of different IR schemes
to improve performance, in the process called “data
fusion.” There are many successful data fusion experi-
ments reported in IR literature, but there are also cases
in which it did not work well. Thus, if would be quite
valuable to have a theory that can predict, in advance,
whether fusion of two or more retrieval schemes will be
worth doing. In previous study (Ng & Kantor, 1998), we
identified two predictive variables for the effectiveness
of fusion: (a) a list-based measure of output dissimilarity,
and (b) a pair-wise measure of the similarity of perfor-
mance of the two schemes. In this article we investigate
the predictive power of these two variables in simple
symmetrical data fusion. We use the IR systems partic-
ipating in the TREC 4 routing task to train a model that
predicts the effectiveness of data fusion, and use the IR
systems participating in the TREC 5 routing task to test
that model. The model asks, “when will fusion perform
better than an oracle who uses the best scheme from
each pair?” We explore statistical techniques for fitting
the model to the training data and use the receiver op-
erating characteristic curve of signal detection theory to
represent the power of the resulting models. The trained
prediction methods predict whether fusion will beat an
oracle, at levels much higher than could be achieved by
chance.

Introduction

It is by now well establishd tha the computational
processe generaly called Data Fusio can be quite effec-
tivein retrievd of text from large databasesThis seens to
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be an extensim of the principle observe sorre time ago by
Saracew and Kanta (1988) who considerd the effecs to
be achievel by combinirg the seart formulatiors devel-
opd by independenhuman seart experts.

In the preseihwork, we explote the potentiad for achiev-
ing similar resuls by combination of distind retrieval
schemesWe use the generc term “schemé becaus often
severd differert schems can be realized using the same
systen of software by varying the paramete setting that
determire the ways in which documerd are represented,
and the algorithns used to estimae the relevane of docu-
mens to a given ques or seart nea (see Kanta et al.,
1999 for a discussio of the notion of “quest; which
extend the statc concep of quer or problem statement).
Data Fusian (Varshney 1997 can be accomplishd at sev-
erd different levels Data Levd Data Fusicn combines
distind representation of the documens to be retrieved.
Signd Levd Data Fusian combines the signak (generally
considerd to be the Retrieva Statis Value) generatd by a
particula systen in the presene of a particula document.
Decisim Levd Data Fusian deabk with information pro-
ducal after the systen has completel its processig of the
signd producel from the datg and has issuel its report In
older systems and in mary engineerig applicatiors of
signd detection the repot is abinaly value—relevantor
not relevant With moden retrievd systens the repot can
be aranke list of documens in the orde tha the system
judges will be mog effective for resolution of the given
quest.

In the presebhwork we concentrat on Signd Levd Data
Fusion ard ded with the numericd scores assigned to
documerdg by ead of severa different systems These
numeric& scores or retrievd statis values are usel to
generat the ranked list. However becaue separation be-
tween scores will vary amorg pairs of adjacet items the
scores presumabyt contan more usefu information than do
the rankel lists. In this researh we will study a procedure
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that we call “Naive Data Fusion” (NDF). In the NDF The recall at positiom is defined ag)(n)/G, whereG is
process, each of the participating systems is considered the total number of documents in the collection that are
have “equal weight” in the data fusion process. Generallyrelevant to the present quest. The precision at posititn
to assign equal weight to each of several factors, one muldefined asp, = g(n)/n In the TREC setting (Harman,
tiplies the signals or scores generated by those factors by ¥996), p,, iS one of several published indicators of the
number that is inverse to some measure of the variatioeffectiveness of the scheme. It is the most finely resolved
among those scores. In the construction of statistical indiindicator that does not depend on unproven assumptions
ces, for example, a typical measure is the standard deviaticsbout the overall nature of the problem. The other candi-
of the scores. In the information retrieval setting, it seemsdates, such ag, o, involve the presumption that all docu
more straightforward, and has been advocated in mangnents not retrieved by any systems, somewhere in the top
previous works (Fox & Shaw, 1993, 1994) that the variationranked 100, are definitely not relevant. This is not known to
be represented by a range. Typically, this range is takebe true, and has informally been contested from year to year
equal to the difference between the score of the highedty participants in the TREC conferences. The same uncer-
ranked document and the score of the document at sontainty surrounds the determination Gf For that reason we
fiducial position, such as the 100th or 1,000th document irdo not make use of the measure denopgg. (average
the list. Because our experiments were conducted using therecision vs. recall.)p,,. IS a finer measure of system
TREC data on the routing task (Harman, 1996), for whicheffectiveness, but depends on untestable assumptions. Thus,
systems were encouraged to produce a list of 1,000 rankealr single measure of system performance willphg,
documents, the range that we use is determined by the first Other naturally arising measures characterizing schemes
and 1,000th retrieved documents. to be entered into a data fusion involve the method or
Previous work on the predictive problem has concenphilosophy underlying the scheme. For example, some
trated on attempting to predict the performance of the fusedchemes represent text-only by single words; others use the
system (Vogt & Cottrell, 1999). That work achieved im- same base but exclude frequently occurring stop words;
pressively high levels of statistical success, as indicated bgthers conflate various morphological forms of the same
the R-squared coefficient. In the work presented here, wavord by stemming; others extend the representational base
find statistically significant but substantially lower valuesto include pairs of consecutive words that occur frequently;
for R-squared. The reason for this difference is that theothers use more sophisticated methods for finding linguis-
effectiveness of a fused system will tend to be rather closéically meaningful phrases in texts. In addition to these
to the effectiveness of the more powerful of the constituentariations in representation, there are variations in the meth-
schemes that are combined by data fusion. It will deviate byds used for judging the similarity between a retrievable
a relatively small amount above or below that scheme. Irdocument and the current quest. In this arena there is a
our tests, however, we are attempting to determine whethetazzling array of philosophical stances, supported by a
the fused schemes will do better than a hypothetical oraclesomewhat narrower array of detailed computational meth-
The oracle is presumed to be able to select the better of theds. In particular, for the problem considered here, the
two schemes for a given quest, in advance of running theouting task, the differences among the philosophies tend to
retrievals. We have chosen the oracle as our baseline fdre overpowered by the difficulties of the specific task.
comparison because of the apparently widely held belief In the routing task the participants in the TREC Confer-
that the most promising path for refinement of informationence are given a large set of previously judged documents
retrieval techniques is the development of methods fofor the same quest, and are permitted to use those to build
matching schemes to quests, so that each specific questtisee methods that they will use to handle retrieval from a new
managed by the scheme that is “best suited to it.” Situationset of documents. In this situation most current schemes are
in which data fusion produces results better than thoséorced to rely on some form of linear classifier, in which the
obtainable by an oracle highlight the ways in which datascore assigned to a document can be computed as the sum
fusion methods transcend this widely held folk belief, andover a set of useful “terms,” of the product of three factors;
point the way to even greater achievements in retrieval. a factor representing the importance of the terin the
There are many variables that deserve consideration ifquest,” q(t); a factor representing the importance of the
attempting to predict whether the fusion of two schemederm in the documentd(t); and a factor representing the
will be more effective than the better of the two. Thesegeneral usefulness of that particular term for the purpose of
include the effectiveness of the two schemes themselvesliscriminating documents in the given collection(t), of-
which can be measured by any of a number of singldgen called the “Inverse document frequency” or (idf) factor.
indicators based on the precision—recall curve generated by In this situation we have decided not to attempt to
the scheme for particular topics. These candidates are momassify schemes by the methods involved, but rather to
concisely expressed through the introduction of the variablelevelop an objective measure of scheme similarity that can
n, which represents the position of a document in the rankethte computed based only upon the results of applying the
retrieved list, and the cumulated number of relevant docuscheme to a body of standard quests. It is a measure based
ments retrieved through that point in the list, represented byn the number of pairs of documents that are placed in
g(n). different order by each of two IR schemes (see appendix).
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When we consider the effectiveness of procedures fobetter scheme ig,,, then the similarity i, /p,. (From now
predicting the effectiveness of data fusion, we find thaton, we call this ratior.) To measure the dissimilarity be-
present methods for measuring the power of such a predidween two IR schemes, we used the number of out-of-order
tor procedure are less than satisfactory. Typical measurgsirs between the two ranked output lists of two IR
involve (a) developing a statistic that serves to predict theschemes. That is, if in one output list document A is ranked
effectiveness of the data fusion, (b) selecting a cutoff valuebove document B while in the other output list B is ranked
of that statistic, and (c) counting the number of correctabove A, this represents one out-of-order pair between the
classifications and misclassifications when this method iswo output lists. We normalized this measure to have min-
applied to a set of data prediction examples. We find this tamum value of 0 and maximum value of 1 so that it can be
be unsatisfactory because it does not take into account thesed for IR schemes with different cutoff points in their
fact that misclassifications of the two different kinds mayoutputs. (For more details, see appendix; for rigorous defi-
bear different costs for the users of the system. In thisition and implementation algorithm af see Kantor, Ng, &
setting the correct and complete tool to be used for evaluHull, 1998a; Ng, 1999; Ng & Kantor, 1998.) From now on,
ating the effectiveness of a prediction procedure is thave call this variablez (normalized dissimilarity). Using
“Receiver Operating Characteristic” (ROC) of the predic-andz as predictive variables and 0.5 as prior probability for
tion method itself (Egan, 1975; Swets & Pickett, 1982). Thelinear discriminant analysis, we achieved 73.0% correct
ROC is a curve that represents the fraction of all effectiveclassification (Ng & Kantor 1998).
cases that would be classified correctly, plotted as function In this study, we continue to investigate the predictive
of the fraction of all cases in which the fusion is ineffective, power ofr andz. We train a model to predict whether a
but is falsely predicted to be effective. In other words, itfusion scheme will perform better than an oracle who uses
measures the ability of the predictive scheme to correctlythe best scheme for each pair. We use relative improvement
detect effective data fusion, while keeping track of the in p;oo compared to the better IR scheme to measure the
degree to which the scheme generates "false alarms.” Theffectiveness of data fusion. Lejy, of schemeS be p;qq
importance of the ROC lies in two facts: (1) it permits users(S), let S, f S, represent a specific fusion of schenggand
of the procedure to select thresholds for classification tha§,, for a topic-wise comparison, we define the effectiveness
are appropriate to their own assessments of the relative cosf data fusionE (S, f S,) as:
of missing cases of effective fusion as opposed to false

alarms in which they incorrectly predict effective fusion. (2) _
The relative strength of two procedures for predicting the — E(SfS) = P1od SifS,) — MaXPuo Sy, Prod S}
effectiveness of data fusion can often be read easily from MaXP1od Sy, Prod So)}

the ROC, because a prediction procedure whose ROC curve
lies always above that of another procedure will be superiob ta Set
to it no matter what the user’s specific estimates of costs an ata Sets

values may be. We use the output lists of the IR schemes produced for
The reminder of this article is organized as follows: in the routing tasks of the fourth and fifth Text REtrieval
Section 2 we discuss our research question, the two predigonferences (i.e., TREC 4 and TREC 5, see Harman, 1996;
tive variables and the rule for simple symmetrical dataygorhees & Harman, 1997) as data for training and testing
fusion. In Sections 3 and 4, we analyze some of statisticalegpectively. In the TREC 4 routing task, there were 26
relationship between the predictive variables and the effecschemes run on the full document collection for 50 topics,
tiveness of data fusion. In Sections 5 and 6, we report OUproducing 16,250 cases of pairwise data fusion. In TREC 5
training of predictive models using 16,250 cases of datgoyting task, there were 23 schemes for 50 topics, however,
fusion and the results of applying such models to prediCtiye of the topics (topics 68, 125, 237, 240, and 243) had no
whether the outcome will be effective in another 11,385jdged relevant document in the collection. We only use the
cases of data fusion. Section 7 presents conclusion. remaining 45 topics. We have 11,385 cases in our testing
data set.

Research Question, Variables, Data and Fusion
Rule
Method of Data Fusion

Explanatory Variables and Measures of Effectiveness : : .
There are many successful data fusion experiments using

In a previous study (Ng & Kantor, 1998) we investigated the sum of normalized relevancy scores as the fusion rule
two conditions for effective data fusion, which were: (1) the (e.g., Belkin, Kantor, Fox & Shaw, 1995; Fox & Shaw,
condition of similarity of efficacy, and (2) the condition of 1993, 1994). In our experiments, we use the same fusion
dissimilarity of outputs. In that study, we used the ratio ofrule for combination. The ordering of the fused list is
the precision at the 100th document (i.p,o9 Of two  determined by the sum of normalized relevance scores. The
schemes to measure their similarity of efficacy, for examplelarger the sum of normalized relevancy score of a document,
if p1go Of the poorer scheme is denoted py and of the the higher its rank on the fused list. The normalized rele-
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FIG. 1. Scatter plot of versusz for negative cases of the training data set.

vancy scores of document! is calculated by the following

formula:

(d) — (gl
s(d) = o(d) — v(d°%)

v(dl) _ v(dlooo)

wherev(d)is the score assigned to documdnandd’ is the
document occupying position in the ranked list under

consideration. Such a transformation is applied to the score®?

Figure 1 is the scatter plot afversusz for the negative
cases. We can see that there are very few cases in the region
of smallr and smallz. For example, there is no case in the
region f < 0.2,z < 0.2], and there are only about 10 cases
in the region f < 0.4,z < 0.4]. There are also compara-
tively very few cases in the region of highand highz. It
appears that the negative cases tend to scatter generally
around the line defined by the equatiant r = 1. Asr
proaches 1z approaches 0; and asapproaches 0z

generated for each quest considered, and separately for ea@RProaches 1. This means that for the negative cases, when
scheme involved in the fusion process.

Exploratory Analysis

There are 16,250 cases of data fusion in our trainin
data set. In 3,623 of these cases the performance (i.
P10o) Of the fused system is better than the best of the tw

the performances (i.ep;oo ) Of the two IR schemes are
more or less the same, their output lists are similar to each
other.

In Figure 2, we apply the same analysis to the positive
gcases. We see that there are very few positive cases in the
er_('agion of smallr andz There is no case in the region |
g~ 0.2,2< 0.2], and there are only two cases in the region

original schemes. For convenience, we will refer to thesa! < 0.4,z < 0.4]. There are comparatively fewer cases in
as the positive cases. There are 9,171 cases with perfofde region of larger and z However, in contrast to the
mance worse than the best of the two 0rigina| Schemegegative cases, the pOSitiVe case are more I|ke|y to lie above
(i.e., negative cases). To understand how these two outhe diagonal + z = 1, and are more heavily concentrated
comes are related to the explanatory variables consicat the right side of the scatter plot, near the lme 1. This
ered, we plot two scatter plot graphs pf(normalized
dissimilarity) versus (ratio of p,4o) for these 9,171 and

3,623 cases (Figa. 1 and 2).

1180

indicates that schemes wittissimilar outputs butcompa-
rable performancere more likely to give rise to effective
naive data fusion.
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FIG. 2. Scatter plot of versusz for positive cases of the training data set.
Parametric Statistical Methods essentially the same for the three analyses. Therefore, only

To convert the exploratory observations presented abovtepe logistic regression analysis will be described in detail.

into concrete procedures for predicting whether the fused o _
schemes will be more effective than an oracle, we havé-inear Discriminant Analysis

applied three statistical techniques to the training data: \ye seek a linear combination of the variablesdz that
linear discriminant analysis, multiple linear regression analvi| discriminate between the positive and negative groups
ysis, and logistic regression analysis. Our goal was to dey, the training data set in such a way that the ratio of
termine which techniques are most effective in assigning Petween-group sum of squares to the within-group sum of
classification score to the training data set. The classiﬁcatiogquares is maximum. We drop those cases with no improve-
scores will be used to generate ROC curves. Every point Ofyent € = 0) from the analysis, leaving 12,794 cases. Using
the curve represents a possible cutoff point for separatinghe spss package we find that the discriminant variable is
positive and negative cases. The coordinates in the ROg — 3 1957 + 4.643r — 4.36. The sign ofl is chosen so
plot are the corresponding detection rate (vertical axis) anghat larger values of this variable scale are more likely to
false alarm rate (horizontal axis). The closer an ROC CUNVgorrespond to cases of effective data fusion. We plot an
comes to the ideal point (100% detection, 0% false alarMRoC curve by sorting the cases in decreasing order of the
rate), the better the performance of the predictor. As thejiscriminant scores. As we mentioned in the above para-
threshold for predicting whether naive data fusion will begraph, the ROC curve is essentially the same as the one

effective is varied smoothly, the curve rises in a concaveyased on logistic regression analysis ,and we will discuss it
fashion, and the detection rate is always higher than thg, more detail later.

false alarm rate. If one statistical technique produces an
ROC with higher detection rate at any false alarm rate, it i
preferred in predicting the effectiveness of data fusion o
the testing data set. The resulting behaviors, as exhibited in In the linear discriminant analysis we did not consider

the ROC curves on both training and testing data, arehe magnitude of the effectiveness of data fusion, and used

j\/lultiple Linear Regression Analysis
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FIG. 3. The ROC curves of discriminant analysis and logistic regression overlap with each other and are almost visually indistinguishable.

only its sign in our analysis. In this section, we ask whetheWhile multiple regression analysis has used more data
the unused information, combined with multiple linear re- (15,755 cases) and more information about the dependent
gression, will give us a better ROC curve. In applying variable (not just the sign but also the magnitude of the
multiple linear regression analysis we test whether the deeffectiveness of data fusion), it does not offer a generally
pendent variablek (effectiveness of data fusion), is linearly better ROC curve, but more or less the same operating
related to the two independent variables, and then calculateharacteristic as discriminant analysis. Thus, it seems rea-
the strength of the linear relationship. We can then use theonable to use the discriminant function on the test data set
sign of the predicted effectivenesk)(to classify all the to see how well it can predict cases of effective data fusion.
cases, and generate an ROC curve. In the 16,250 casestdbwever, there are some inherent limitations associated
training data, 495 cases hapg,, = 0 for both IR schemes, with discriminant analysis, which lead us to consider one
so E cannot be defined. We eliminate those cases fronmore method, logistic regression analysis.
analysis, using only the remaining 15,755 cases. The regres- In linear discriminant analysis, two assumptions must be
sion equation estimated by the OLS methodEs= 0.408 met for the prediction rule to be optimal. The first is the
r + 0.164z — 0.418. TheR? is 0.204. To produce the ROC assumption of multivariate normality of independent vari-
curve we sort cases in descending order of the predictedbles. The second is the assumption of equal variance—
value of E. At each point in the sorted list, we calculate the covariance matrices in the two groups. The logistic regres-
detection and false alarm rate using that point as the cutoffion model requires far fewer assumptions than does dis-
for prediction. The resulting ROC curve is more or less thecriminant analysis; and even when the assumptions required
same as the discriminant analysis ROC curve. Generally thior discriminant analysis are satisfied, logistic regression
difference between the two ROC curves is about 0—2%still performs well (Hosmer & Lemeshow, 1989). Here we
along the vertical axis (detection rate), and it never exceedgse logistic regression to investigate the discriminating
2%. Thus, when applied to the training data, it seems thapower of the two independent variables. As with the linear
the classificatory power of the two methods is similar. discriminant analysis, we eliminate from the training set
those cases where the effectiveness is zero.

Let Pr(e>0) represents the probability that the simple
symmetrical data fusion between the output lists of two IR

In the previous section, we compared multiple regressiorschemes will be better than the best §f and S, (i.e.,
analysis and discriminant analysis on the training data sepositive data fusion effectiveness). Let OdelsQ) denote

Logistic Regression Analysis
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FIG. 4. The ROC curve of predicted probabilities by logistic regression.

the odds of positive data fusion effectiveness (that is, the With the logistic regression equation, we can order cases
ratio of PrE>0) to 1 — Pr(E>0). Using the natural loga- by the estimate of the probability that data fusion will be
rithm of Odds as dependent variable, the equation for theffective, and plot an ROC curve. The ROC curve of logis-
relationship between the dependent and independent vattic regression is almost identical to the ROC curve of linear

ables becomes: lggOdds €>0)) = B, + B, r + B, z. discriminant analysis. If we put the two ROC curves in one
Converting the odds back to the Br¢0), we have PE>0)  figure, they are almost visually indistinguishable (Fig. 3).
= Oddsgé>0) /[1 + Oddsg>0) ]. This yields a model We see in Figure 3 that a model achieves a detection rate

function estimating the probability that data fusion is effec-of about 60%, with a false alarm rate of only about 14%. In
tive. We use the training data to estimate the coefficients ither words, with this threshold setting it would correctly
the above equatiorB,, B;, andB.. label 60% of the cases showing improvement, and would
In multiple linear regression analysis, the parameters ofncorrectly label only 14% of the cases showing no im-
the model were estimated by the OLS (ordinary leasiprovement. Inspecting the original data that generated the
square) method. OLS method selects regression coefficien®OC curves, we can see that, with the same false alarm rate,
that result in the smallest sums of squared distance betweg®metimes the detection rate of logistic regression is better
the observed effectiveness of data fusion and the predictetan that of discriminant analysis, sometimes vice versa. In
effectiveness of data fusion. In logistic regression analysisaverage, the difference in detection rate is less than 0.2%.
the parameters of the model are estimated using the MLE
method (maximum-likelihood method). For the MLE - N .
method, the coefficients that make the observed effective-!-he Predictive Power of Logistic Regression
ness of data fusion most “likely” are selected (i.e., those that The ROC curves of the three methods we used are very
maximize the probability of the observed results, given thesimilar to each other. In fact, they are also essentially the
parameter estimates.) After four iterations, the change of logame when applied to the testing data. Therefore, in the
likelihood decreases by less than 0.01% and the estimatidiollowing, we will only report the result of applying logistic
was terminated. The resulting logistic regression equation isegression.
OddsE>0) = e 64485 506068 3.6956z |f e classify all We apply the logistic regression equation estimated from
cases with PE>0) > 0.5 as positive cases, the overall the training data set to compute the probability of effective
classification accuracy for the logistic regression is 78.57%data fusion for the testing cases, and use the predicted
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probability to plot an ROC curve (Fig. 4). From Figure 4, of the negative cases in the training data as a function of
we can see that when the detection rate is below about 75%nd z. The cases are grouped into 100 small regions. The
the predictive power is much better than (random) predicheight of the bar in each region represents the number of
tion without information about normalized dissimilarity and cases occurring in that region. From Figure 5, one can also
precision ratio. Below about 75%, the detection rate is onesee that the cases scatter more or less evenly around the
to two times higher than the false alarm rate. When thenegative diagonal. In addition, there are more than 1,000
detection rate is higher than 75%, it is not much higher tharcases located in the region£0<0.1, 0.9=z<1), while the
the false alarm rate, but still better than chance alone. Foother 99 regions have lower frequencies. These 1,000 plus
example, when the detection rate is about 80%, the falseases are from combinations of IR schemes very dissimilar
alarm rate is about 47%. To achieve a detection rate of 90%n terms of both performance and outputs.
we would have to tolerate a false alarm rate of about 80%. This observation does not imply that dissimilar IR
schemes are more likely to yield ineffective data fusion. It
depends on the ratio of positive to negative cases in the
same region, not on the ratio of the number of negative
The above techniques are parametric techniques. Farases in that region to that of negative cases in other regions.
comparison, we apply a nonparametric estimation of theSo we examine the distribution of positive cases (Fig. 6)
ratio of two distributions, which is totally empirical and grouped into the same 100 bins.
highly nonlinear. We will call this the “Bin-Ranking meth- In sharp contrast to the negative cases, the highest fre-
od.” quency bars of the positive cases are not located in the
We “bin” the training cases into 100 (square) regions bylowest ratio of precisions regions<{ 0.1) but in the highest
splitting r andzinto 10 equally spaced bins. Comparing theratio of precision regiong (> 0.9). This observation reflects
frequency distributions for the positive and the negativethe discriminant power af. In addition, the highest bars are
cases in these bins gives us a more precise empirical picturet in the region of highest dissimilarity but in the region of
of how variation inr andz is related to the occurrence of medium dissimilarity.
effective data fusion. By ordering the 100 bins by decreas- We calculate a ratio by dividing the number of positive
ing ratio of effective to ineffective data fusion, we have acases in a bin by the number of negative cases in the
prediction for new, test, data. Figure 5 shows the frequencygorresponding bin. We rank the bins, with the cell having

Nonparametric Training and Testing
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FIG. 6. Frequency distribution of positive cases of the training data setamgr.

the highest ratio ranked as “1.” The results are shown irof this nonparametric method is more powerful than that of
Table 1. The lowest rank (shared by many cells) is 83. the parametric method. With the same false alarm rate, the

The ROC curve produced has 83 data points. Pbint detection rate of the nonparametric method is always higher
represents the detection rate and false alarm rate if we ugbhan that of the logistic regression. However, any empirical
ranki as the cutoff point for declaring effective fusion. The fitting of distribution curves, and of their ratios, runs the risk
detection rate at pointis the total number of positive cases of overfitting the data. To test the relation observed in
in the bins at ranks 1 throughdivided by the total number Figure 7, we rank the bins of the testing data set according
of positive cases. The false alarm rate of paiigt the total the ranks determined by the training set. Repeating the
number of negative cases in the bins at ranks 1 thraugh preceding analysis we can compute the ROC curve of this
divided by the total number of negative cases. empirical prediction, for the test data (Fig. 8).

Figure 7 is the ROC curves of this method and logistic From Figure 8, we see that the ROC curve for bins of test
regression. We see that, on the training data, the ROC curwéata, arranged in the order determined by the training data

TABLE 1. Each cell contains the rank order of the relative performance of a rangaral z.

Normalized dissimilarity

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0
Ratio of precisions 0.1 83 83 83 44 78 74 58 80 72 66

0.2 83 83 55 83 83 76 82 63 67 35
0.3 83 83 7 52 54 56 69 60 61 30
0.4 83 83 81 57 65 68 53 51 37 29
0.5 83 59 83 70 62 49 46 41 28 15
0.6 83 50 75 73 64 36 40 23 34 26
0.7 83 83 79 71 45 42 31 24 25 14
0.8 83 48 47 39 32 22 20 19 17 21
0.9 83 43 33 27 16 13 12 10 8 7
1.0 38 18 11 9 6 5 4 3 2 1
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FIG. 7. ROC curves of the bin-ranking method and the logistic regression for the training data set.
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is not always concave. An example is the point where the We find that although the bin ranking method is more

detection rate is about 60% and the false alarm rate is abopowerful than the parametric methods in classifying the
21%. These turning points indicate that the bins correspondraining cases, its predictive power drops considerably when
ing to the adjacent points are not in the best rank order. applied to the testing data set. Of course it is unlikely that
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TABLE 2. Performance of different predicting methods. the cut off points—from the 1,000th document, i.e., the end
of an output list—in calculating may decrease the number
of such documents.)

Detection False alarm

Predicting method rate rate - - o .
This research is focused on predicting the sign of the
Logistic regression Training 76% 24% effectiveness of data fusion. Another direction for research
o ~ Testing 69% 31% is moving on from predicting the sign of effectiveness to
Non-parametric bin ranking  Training 75% 25%  predicting magnitude of the effectiveness.
Testing 69.5% 30.5%
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be quite large. The ROC curves for logistic regression does

not change so much from the training data set to the testin
data set (Fig. 9).

Figure 10 is the ROC curves of the two predictive
methods: parametric logistic regression and the nonpara- To quantify the dissimilarity between two IR schemes,
metric bin ranking method. When the false alarm rate iswe need an objective measure. Because our concern is the
below about 60%, the two ROC curves are very close tmperational performance, not the underlying mechanism or
each other, with less than 1% difference in detection ratealgorithm, instead of defining the distance between IR
indicating that the predictive power of the parametricschemes, we measure the distance between their outputs.
method and the nonparametric method are more or less tidathematically, a ranked list oN items can be broken
same. However, when the false alarm rate is above 60%, thdown into 1/N(N—1) ordered pairs. From such a set of
ROC curve of the nonparametric method is always betteordered pairs, only one ranked list can be reconstructed. For
than the parametric method by about 2%. example, for a ranked list with three iterAsB, C such that
A>B>C (We use> to represent hierarchical relationship in
the ranked list), the list generates IR 3 X (3—1) = 3
ranked pairs, i.eA > B, A> C, B > C. From these three

The two methods are quite comparable, in the sense thaanked pairs, we can reconstruct exactly one ranked list
they have very similar ROC curves when apply to thewhich contains all the three items, i.e., the original ranked
testing data set. Comparatively speaking, the predictivdist, A> B > C. In other words, the ranked list and the set
power of the nonparametric bin ranking method has theof ranked pairs are alternative ways of representing the
highest detection rate for the region of false alarm rateordering among the elements. Therefore, when comparing
greater than approximately 60%. In the region where falséwo ranked lists, instead of comparing two ranked lists
alarm rate is less than approximately 60%, the ROC curvedirectly, we can compare the ordered pairs determined by
of both methods essentially overlap with each other. each list.

If we pick the point on the ROC curve where detection If we have two ranked lists containing the same ele-
rate + false alarm rate= 1 as a convenient point for ments, we can break down these two lists into two sets of
comparison, the performance of the two methods is theanked pairs. For example, for two ranked ligtss> B > C
same. The results are summarized in the following tablendB > A > C, each generates three ranked pairs. For the
(Table 2). first list, they areA > B, A> C, B > C. For the second list,

The two predictive variables do not completely deter-they areB > A, A > C, B > C. The first of the three pairs
mine whether simple (linear) and symmetrical data fusionis out of order with respect to each othé&xB vs. B>A),
will be effective. We used ratio of precision at the 100th while the second and third pairs are in the same order. This
document to represent efficacy similarity and develop a newepresentation of ranked lists can be used to calculate the
measure to represent scheme dissimilarity. A challenginglistance between two ranked lists. We call the count of out
direction for further studies is to explore other implemen-of order pairs the non-normalized distance between the two
tation of these concepts. For examples, using average présts.
cision, or other performance measure, instead of precision at In an IR ranked output environment, we can use the
the 100th document, which may be a more accurate repraxumber of out-of-order pairs to measure the dissimilarity
sentation of efficacy, may produce better result. Also, in oubetween the ranked outputs of two IR schemes. When the
implementation of the scheme dissimilarity, we assign 0.5ollection is huge, it is not likely for an IR system to offer
to those pairs for which both documents only appear in on¢he user a full output list. Therefore, we will only compare
output list but not in the other. These may generate a lot othe top portion of the ranked output lists, not full lists, of
noise if we have many such documents. There may bdifferent IR schemes. In this case, it is likely that the
another implementation that may be better (e.g., moving upglocuments in the two lists are not exactly the same. When

gppendix: Definition of Inter-IR Scheme
Dissimilarity

Conclusion
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